




Fig. 2. Illustration of sparsity robustness analysis experiment settings. (A.) An example of GB
generated with the LFR algorithm but with just 120 nodes to improve visualization. GB is shown
on the left. The next two graphs illustrate GB with a random 20% and 80% of the edges removed,
respectively. For the first round of sparsity experiments, we input each individual graph alone to
both Mashup and REPEL. (B.) In the second experimental setting, both the Mashup and REPEL
algorithms receive as input a pair of graphs: GB plus one of the graphs with edges randomly removed.

parameter µ, which controls the fraction of each node’s edges that connect to nodes outside
its own community, is set to 0.15, reflecting relatively well-separated communities. We set the
average node degree to 20 and the maximum degree to 100, while constraining community
sizes to range from 15 to 100 nodes.

From GB we then generate multiple graphs, each of which captures different (yet consistent
and overlapping) parts of this base graph community structure. To mimic the noisy, incom-
plete, and biased nature of our real input networks, we create these simulated networks such
that the communities among multiple networks have some overlap, but we allow different
levels of sparsity and noise.
Sparsity Available PPI network data are typically sparse,30 motivating an investigation of
how sparsity impacts model performance. To introduce varying levels of sparsity, we randomly
remove 20%, 40%, 60% and 80% of the edges from GB to generate increasingly sparse versions.
We then evaluate model performance under two input settings: first, using only the sparse
graph, and second, using both the sparse graph and GB as input, as shown in Figure 2. We
note that although these methods are all designed to learn from multiple networks, in some
simulations, we assess performance when learning from just a single network as a control.
Noise Similar to the sparsity analysis, and motivated by the fact that PPI networks are
often noisy and biased,30 we also conducted a noise robustness analysis. To simulate variation
and introduce noise while preserving the community information, we construct a new empty
graph with the same set of nodes as GB and add its edges as follows: for each community, we
randomly select a subset comprising p percent of its nodes. Within this subset, we add intra-
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community edges with higher probabilities to ensure cluster formation. Also, we randomly add
edges between these selected nodes and nodes outside their community (inter-community) with
lower probabilities, thereby introducing a degree of noise. This process yields a noisy graph
derived from GB that maintains at least some of its core community structure.

Table 1. Configurations for Noisy Graph Generation

Configurations num graph Ggen1 param set Ggen2 param set Ggen3 param set

Config 1 3 [0.8, 0.2, 0.005] [0.8, 0.2, 0.005] [0.8, 0.2, 0.005]
Config 2 3 [0.8, 0.2, 0.005] [0.6, 0.2, 0.005] [0.4, 0.2, 0.005]
Config 3 3 [0.2, 0.005, 0.005] [0.2, 0.005, 0.005] [0.2, 0.005, 0.005]
Config 4 1 [0.2, 0.005, 0.005] NA NA

Fig. 3. Illustration of noise robustness analysis experiment settings. The base graph GB shown is
generated using the LFR algorithm with 120 nodes for clarity of visualization. Noisy graphs a. to d.
are randomly generated using the methods in Section 3.2 under different sets of parameters (Table
1). Each parameter list denotes the percentage of preserved cluster core nodes, the probability of
edges existing intra-cluster, and the probability of edges existing inter-cluster. From graph a. to d.,
the structure of GB becomes more disrupted.

We construct multiple noisy graphs under varying configurations to simulate different noise
scenarios and assess model robustness. The parameters for the four chosen configurations are
shown in Table 1, where the parameters for each of three simulated graphs are listed in order:
percent of preserved cluster core nodes, probability of within-cluster edges, and probability of
between cluster edges.

In Configuration 1, we generate three random graphs with similar structural characteristics
to GB. In these graphs, the core structure of each cluster is largely preserved and remains
connected, while inter-cluster edges are kept sparse. In Configuration 2, we also generate three
random graphs with the same overall probability of intra-cluster and inter-cluster edges as in
Configuration 1. However, in this case, the core structures within the clusters are gradually
disrupted, simulating a scenario where community integrity is degraded. In Configuration 3, we
generate three graphs in which the cluster cores are deliberately disrupted and the clusters are
only loosely connected. In Configuration 4, we follow the same procedure as in Configuration
3 but generate only a single corrupted graph.

Thus, Configurations 3 and 4 together serve as a negative control, providing a baseline for
evaluating model performance in the absence of a meaningful community structure. In each
case, we evaluate the performance by providing the algorithms either with only the simulated
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graphs, or with the simulated graphs derived graphs together with GB.

3.3. Evaluation Methods

We evaluate the performance of Mashup, deepNF, BIONIC and our REPEL approaches for
predicting GO functional labels across the three GO hierarchies, BP, MF, and CC, using
the yeast and E.coli multi-network collections. On the simulated networks, we evaluate the
performance using only Mashup and REPEL, to directly analyze how the augmented uniform
repel strength denoises the learned embeddings. Evaluation is conducted via five-fold cross-
validation, by randomly splitting the nodes into five folds. In each iteration, the labels from
one fold are withheld and treated as test data.

For each test fold, after obtaining the low-dimensional embedding of each node, we identify
its k nearest neighbors based on the pairwise Euclidean distance in the embedding space. A
weighted majority vote is then performed, where each neighbor’s vote is weighted by the
reciprocal of its distance to the test node. The GO terms receiving the highest total votes are
assigned as the predicted functions.

In each simulation setting, following the evaluation protocol described in the Mashup pa-
per,9 we report the performance as accuracy, measured as the proportion of correctly annotated
nodes. We conduct 10 independent runs of five-fold cross-validation. The averaged prediction
accuracy and the standard deviation of that accuracy across the 10 runs are reported.

In experiments on real data, we conduct 5 independent runs of five-fold cross-validation
and report the accuracy, F1 score, and area under the precision–recall curve (AUPRC), again
following the definitions in the Mashup paper.9

3.4. Algorithm Parameters

For all experiments, REPEL was run with default parameters (summarized also in Tables S3
and S4) as follows. We set the dimensionality of the embeddings to 400, consistent with the
recommendation of Cho et al9 for yeast and E.coli, which suggests retaining the dimensionality
of 5%− 10% of the original number of nodes. We also adopt the restart rate α of 0.5 from the
Mashup implementation. For label prediction, we only consider the nodes with labels within
the nearest 10 neighbors. Positive and negative edge weights are set to 1 and -1. The number
of auxiliary nodes was set to 15 based on a hyperparameter search, in which we observed
that when the number of augmented nodes is below 5, the results are noisy. The performance
becomes and remains stable with 10 to 20 augmented nodes, then starts to drop very gradually
as more augmented nodes are added (see Figure S1 in the Supplement).

4. Results and Discussion

4.1. REPEL is Robust on Synthetic Networks

In our synthetic data experiments, we generated “ground-truth” base graphs consisting of
1, 000 nodes. Using the procedures described in Section 3.2, we constructed several sets of
additional sparse and noisy graphs. We evaluated REPEL and Mashup performance based on
the accuracy in predicting community labels for the test nodes to directly compare the impact
of random graph augmentation in controlled settings.
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The results of the sparsity simulations are reported in Table S6 in the Supplement. When
provided with only the single network GB as input, both Mashup and REPEL perfectly recover
the community assignments of all nodes. Removal of up to 40% of edges does not significantly
impact prediction accuracy for either method. However, a noticeable decline in accuracy is ob-
served at a 60% edge removal rate. With removal of 80% of the edges, performance deteriorates
substantially for both methods, with Mashup being more severely affected than REPEL.

Incorporating GB with the sparse graph consistently improves prediction performance as
expected. When the edge removal rate is 60% or lower, both methods achieve accuracy above
0.99. Notably, at an 80% edge removal rate, if provided with GB, REPEL’s accuracy rebounds
to above 0.99, while Mashup’s performance only returns to 0.92. These results indicate that
Mashup is robust to some degree of sparsity, but becomes more sensitive as sparsity increases.
In contrast, REPEL not only achieves comparable performance when more community infor-
mation is available, but also demonstrates greater robustness under high levels of sparsity.

Performance in the noise robustness simulations is reported in Table S7 in the Supplement.
Here, the results of Configuration 1 indicate that Mashup is more sensitive to noise, while
REPEL demonstrates greater robustness. Moreover, when GB is incorporated as additional
input, REPEL shows a larger performance gain compared to Mashup, suggesting its better
ability in leveraging the underlying structures. As more noise is introduced in Configuration 2,
both Mashup and REPEL experience a decline in performance. However, REPEL consistently
demonstrates greater robustness, maintaining higher accuracy. While incorporating GB as a
fourth input network leads to improved performance for Mashup, it remains substantially
affected by the noise. In contrast, REPEL is able to more effectively incorporate the structural
information provided by GB, restoring its accuracy to over 0.95.

The results from Configurations 3 and 4 further support the above observations. When
only severely corrupted graphs are provided as input, both Mashup and REPEL perform
poorly as expected, with similarly low accuracy. When GB is included, Mashup performs more
variably given different numbers of degraded graphs. Specifically, additional corrupted graphs
more strongly degrade Mashup’s performance, suggesting it struggles to distinguish noise from
real graph structure. This highlights a limitation in Mashup’s ability to filter out spurious
information. In contrast, although the addition of more corrupted graphs also leads to a
decrease in REPEL’s performance, the impact is smaller. This suggests that REPEL is better
equipped to extract and preserve underlying structure in the presence of noise.

4.2. Evaluation on Real Networks

We observed that REPEL outperforms Mashup, deepNF and BIONIC on accuracy, F1 score
and AUPRC in all experiments on the yeast networks (Figures 4 and 5, Tables S5A and S5B).
On the E.coli networks, REPEL also outperforms other methods in all BP and MF experiment
settings. The methods show similar performance in CC settings on terms labeling at least 31
nodes, because there are very few (≤ 30) terms in these categories, so the numbers of labels
and test genes are too low to reliably distinguish the methods.
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Fig. 4. Cross-validation performance on yeast protein networks with GO functional labels for BP,
MF, and CC hierarchies compared to Mashup, deepNF and BIONIC. Performance measured by
accuracy, F1 score and AUPRC, averaged across 5 independent runs of 5-fold cross-validation. The
black lines denote the averaged standard deviation. Full numerical results in Table S5A.

4.3. REPEL Finds Better Functional Clusters

We analyzed the learned embeddings for both REPEL and Mashup. Given a protein, we find its
nearest 10 neighbor proteins using L2 distance according to the learned protein feature vectors.
Then we queried the protein along with its neighbors in the STRING v12.25 database. We filter
out the text mining interactions, and only keep the interactions with combined confidence
scores higher than 0.9. Figure 6 shows the interactions among some example proteins and
their neighbors, with line thickness indicating the strength of data support. We observe more
consistent and more functionally closely connected proteins using REPEL.

For example, OLI1 is a mitochondrial ATP synthase. Mashup is able to find some function-
ally related genes, including ATP1, ATP2, COX4 and CYT1, however, the rest of its neighbor
genes are not obviously functionally closely related. REPEL is able to find more ATP related
genes including ATP1, ATP2, ATP3, ATP5, ATP6, ATP8, ATP16, and ATP17.

For another example protein, COB, both Mashup and REPEL find overlapping sets of
close functionally related genes. However, the protein set found by REPEL shows slightly
higher connectivity, with an average local clustering coefficient of 0.952, versus 0.846 for the
neighbors according to Mashup.

5. Discussion

We have introduced the simple but effective REPEL algorithm for protein function predic-
tion. Our experiments on both synthetic data and biological data demonstrate the power of
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Fig. 5. Cross-validation performance on E. coli protein networks with GO functional labels for
BP, MF, and CC hierarchies compared to Mashup, deepNF and BIONIC. Performance measured by
accuracy, F1 score and AUPRC, averaged across 5 independent runs of 5-fold cross-validation. The
black lines denote the averaged standard deviation. Full numerical results in Table S5B.

Fig. 6. OLI1, COB proteins and their 10 nearest proteins learned by Mashup and REPEL. A.)
Mashup learned neighbors for OLI1. B) REPEL learned neighbors for OLI1. C.) Mashup learned
neighbors for COB. D) REPEL learned neighbors for COB

injecting uniform random repelling strength in regularizing protein embeddings across multi-
plex networks. The simulation experiments highlight that this approach appears to increase
robustness, effectively de-noising the learned embeddings. In the current version of REPEL,
we apply the node augmentation before embedding, but it would be interesting to see what
happens if instead we did it afterwards. Also, we have kept the focus on the information
content of the embedding by having the learning module simply perform k-nearest neighbors
to predict the functional labels. However, the best way to combine the REPEL embedding
with more sophisticated classifiers could be an interesting topic of future work. In addition,
we would like to add some degree of uncertainty quantification to the REPEL framework, so
that in addition to predicting functions, REPEL gives confidence levels for its predictions.

Pacific Symposium on Biocomputing 2026

781



Funding

Early work in this paper was partially supported by the National Science Foundation under
grant CCF-1934553. LC also thanks the National Institute Of General Medical Sciences of
the National Institutes of Health under Award Number R01GM163241. The content is solely
the responsibility of the authors and does not necessarily represent the official views of the
National Institutes of Health.

References

1. B. Schwikowski, P. Uetz and S. Fields, A network of protein-protein interactions in yeast, Nature
Biotechnology , 1257 (Dec 2000).

2. P. Uetz, L. Giot, G. Cagney, T. A. Mansfield, R. S. Judson, J. R. Knight, D. Lockshon,
V. Narayan, M. Srinivasan, P. Pochart et al., A comprehensive analysis of protein–protein inter-
actions in Saccharomyces cerevisiae, Nature 403, 623 (2000).

3. A. Vazquez, A. Flammini, A. Maritan and A. Vespignani, Global protein function prediction
from protein-protein interaction networks, Nature Biotechnology 21, 697 (2003).

4. U. Karaoz, T. Murali, S. Letovsky, Y. Zheng, C. Ding, C. R. Cantor and S. Kasif, Whole-
genome annotation by using evidence integration in functional-linkage networks, Proceedings of
the National Academy of Sciences 101, 2888 (2004).

5. E. Nabieva, K. Jim, A. Agarwal, B. Chazelle and M. Singh, Whole-proteome prediction of protein
function via graph-theoretic analysis of interaction maps, Bioinformatics 21, i302 (2005).

6. L. Cowen, T. Ideker, B. J. Raphael and R. Sharan, Network propagation: a universal amplifier
of genetic associations, Nature Reviews Genetics 18, 551 (2017).

7. H. Tong, C. Faloutsos and J.-Y. Pan, Fast random walk with restart and its applications, in
Sixth international conference on data mining (ICDM’06), 2006.

8. M. Cao, H. Zhang, J. Park, N. M. Daniels, M. E. Crovella, L. J. Cowen and B. Hescott, Going the
distance for protein function prediction: a new distance metric for protein interaction networks,
PLOS One 8, p. e76339 (2013).

9. H. Cho, B. Berger and J. Peng, Compact integration of multi-network topology for functional
analysis of genes, Cell Systems 3, 540 (2016).

10. A. Ben-Hur, C. S. Ong, S. Sonnenburg, B. Schölkopf and G. Rätsch, Support vector machines
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Prioritizing targeted perturbation experiments remains a central challenge in systems bi-
ology, where experimental constraints limit network manipulation. We introduce NORSP
(Network Optimal Retrieval of Sparse Perturbations). This novel computational framework
integrates network propagation with supervised subset selection to identify minimal pertur-
bation sets that can shift a system from its initial to a desired steady state. NORSP lever-
ages a sensitivity matrix derived solely from network topology, enabling control prediction
without requiring full knowledge of system dynamics. Applicable to undirected, directed,
and signed networks, NORSP accommodates a broad range of biological models and ex-
perimental scenarios. We validate its effectiveness using YBX1 knockdown transcriptomics
data and 61 curated metabolic networks from the BioModels repository, demonstrating
NORSP’s robustness, scalability, and experimental relevance. Even under constraints that
obscure true perturbations, the algorithm reliably infers alternative targets that achieve
comparable control. Control is confirmed both in graphical approximations and through
full dynamical model simulations. Overall, NORSP provides a practical and generalizable
solution for steady-state control in complex biological systems, laying the foundation for
multi-omics hypothesis generation and systems-level experimental design.

Keywords: Biological networks, systems biology, optimization, propagation

1. Introduction

Network analysis is central to systems biology, enabling the exploration of gene regulation,
protein interactions, and metabolic control. Mathematical modeling has transformed this do-
main, offering powerful frameworks to simulate biological responses and drive hypothesis gen-
eration. Computation manipulations of network components, known as in silico experiments,
allow for systematic investigation of system perturbation, guiding experimental design and

© 2025 The Authors. Open Access chapter published by World Scientific Publishing Company and
distributed under the terms of the Creative Commons Attribution Non-Commercial (CC BY-NC)
4.0 License.
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accelerating discovery. Despite their utility, computational models face a critical bottleneck:
identifying which perturbations are most informative. Network flexibility and high dimension-
ality introduce uncertainty, while practical considerations such as experimental cost, biological
feasibility, and node accessibility constrain the number of feasible interventions. Addressing
this challenge requires control strategies that are both tractable and biologically grounded.

Recent advances have accelerated the integration of network modeling, causal infer-
ence, and perturbation data for the discovery of therapeutic targets. Integrated regula-
tory–metabolic frameworks couple probabilistic gene regulatory networks with constraint-
based metabolic models to predict cell type–specific responses to interventions and priori-
tize therapeutic strategies.1 Causal inference methods such as Causal Differential Networks
(CDN) identify intervention targets by comparing causal graphs derived from observational
and interventional single-cell data, outperforming existing approaches on Perturb-seq bench-
marks.2 Bayesian frameworks like BaCaDI further address unknown interventions by jointly
inferring causal structures and targets.3 Network-based approaches, including NETPERT, use
perturbation theory to prioritize druggable intermediates,4 while data-driven control methods
enable optimal network manipulation without explicit dynamical models.5 Together, these de-
velopments highlight emerging strategies that combine causal modeling, network theory, and
data-driven methods to identify minimal and effective intervention sets in complex biological
systems.

Beyond causal inference and control frameworks, network propagation provides a com-
plementary strategy for modeling how perturbations diffuse through biological networks. By
iteratively updating the state of each node based on its neighbors, propagation estimates the
spread of information across a graph, effectively simulating how biological signals disseminate
through molecular systems. This approach has been widely applied in systems biology for iden-
tifying disease-associated genes,6,7 uncovering genetic associations,8 characterizing biological
networks,9 and investigating cancer.10,11 In this work, we build on the PRINCE (PRIori-
tizatioN and Complex Elucidation) algorithm,12 which was originally developed to identify
associations between protein complexes and human diseases using network propagation.

Building on propagation concepts, the DYNAMO (DYNamics-Agnostic Network MOdels)
framework13 extended network propagation to approximate perturbation responses in biolog-
ical systems. DYNAMO introduced the key insight that a sensitivity matrix, derived solely
from network topology, can serve as a surrogate for the Jacobian matrix of partial derivatives.
This matrix quantifies the local influence of perturbations across the network and enables
meaningful predictions when kinetic parameters or reaction mechanisms are unavailable. By
leveraging structural information alone, DYNAMO outperformed traditional centrality-based
metrics across several biological models.

More recently, the IGPON (Integrated Graph-based Perturbation Optimization using Net-
work propagation) algorithm14 used the sensitivity matrix to optimize perturbations through
Broyden’s quasi-Newton method, reframing network reprogramming as an unconstrained opti-
mization problem without requiring explicit system dynamics. As a proof of concept, IGPON
showed that propagation-based approximations can guide networks toward desired steady
states. However, it assumes perturbations can be applied to all N nodes, which is rarely
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feasible experimentally, as only a limited subset of nodes can typically be targeted.
This work introduces NORSP (Network Optimal Retrieval of Sparse Perturbations), a

computational framework for identifying minimal, biologically actionable subsets of perturba-
tions capable of steering a system toward a desired steady state. NORSP integrates network
propagation with subset selection, reformulating network reprogramming as a tractable su-
pervised learning problem. By using a sensitivity matrix derived solely from network topology
to guide a greedy search, the method enables targeted intervention design without requiring
detailed dynamical models.

In relation to existing strategies, NORSP fills a distinct methodological gap. Frameworks
such as DYNAMO and IGPON prioritize individual nodes based on influence or centrality,
whereas this approach identifies the minimal subset of nodes needed to achieve a specified
perturbation. Causal inference methods like CDN and BaCaDI focus on inferring targets from
perturbation data rather than determining how to intervene to control network states. By
contrast, NORSP emphasizes control under experimental constraints, making it well suited
for prioritizing limited, biologically feasible interventions.

NORSP is broadly applicable to undirected, directed, and mixed-direction networks. Its
performance was evaluated using YBX1 knock-out gene expression data from breast cancer cell
lines15 and 61 curated metabolic models from BioModels.16 Across these applications, the algo-
rithm identified biologically meaningful targets in Wnt, T-cell receptor, and Jak–Stat signaling
pathways, and reliably found minimal perturbation sets capable of shifting metabolic systems
to desired steady states. Even when exact perturbations were not recovered, the NORSP
identified alternative nodes that achieved comparable control, underscoring its potential as a
scalable and practical tool for hypothesis generation in complex biological networks.

2. Materials and Methods

2.1. Network Optimal Retrieval of Sparse Perturbations

A network (graph), G, is defined by a set of nodes (vertices), V , and the edges, E, represent-
ing the connections between the nodes. Propagation is a process that simulates the flow of
information through a network and can be used to estimate a node’s influence. Mathemati-
cally, we define the graph adjacency matrix, G = (V,E,w) ∈ RN×N , where w defines an edge
weight. This work assumes that the connections are unweighted (wi = 1, ∀i) and that G is
a binary adjacency matrix. Undirected graphs are symmetric, whereas directed graphs are
binary matrices with gi,j = 1 if there is a directed edge between vi and vj.

A normalized version of the adjacency matrix that accounts for node degree17 is defined as:
G′ = D

−1/2
1 GD

−1/2
2 , where D1 and D2 are the diagonal matrices with entries d1(i, i) and d2(i, i)

as the sum of the absolute values of the rows and columns, respectively. This normalization
creates a smoothing effect over the network.18 The sensitivity matrix is defined as: S = (1 −
α)(I−αG′)−1, where α ∈ [0, 1] denotes a tuning parameter for the propagation strength.13 The
sensitivity matrix captures the effect of node perturbations on other nodes in the network, and
has been shown to be a good proxy for the Jacobian matrix.13 Unlike the Jacobian matrix,
which relies on partial derivatives of the system, the sensitivity matrix is estimated directly
from the network structure (Figure 1A).
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Fig. 1. Schematic of the NORSP framework. (A) The graph, G, serves as input and is used to
generate a sensitivity matrix, S. (B) The optimization problem is to identify the optimal perturba-
tions to drive an initial steady-state, F 0, to a target steady-state, F T . (C) Subset selection generates

sets of perturbed candidate states, F̂ T , that are compared to the target, F T , via error calculations.
Candidate states are sorted in terms of proximity to the target to identify the optimal perturbation
that drives the initial steady-state closest to the target.

This work aims to identify optimal perturbations that drive an observed network, F 0, to a
target state, F T (Figure 1B). This requires the selection of nodes to perturb, and an estimation
of the nature of their perturbation. The methodology integrates machine learning via subset
selection and network propagation, and we define it as: Network Optimal Retrieval of Sparse
Perturbations (NORSP). Mathematically, we want to identify a perturbation vector, ∆ ∈ RN ,
such that:

F T = F 0 + S∆. (1)
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In other words, we want to find a small change S∆, that will drive F 0 to the target F T .
Rewriting Equation 1, we obtain the following linear model:

F T − F 0 = S∆+ ϵ. (2)

Let the dependent variable be y = F T − F 0, then the regression model is defined as:

y = S∆+ ϵ, (3)

where ϵ ∼ N(0, σ2I). The elements of the sensitivity matrix, S(i, j), express the sensitivity of
node vi to small changes in node vj.

A single or a small number of perturbations are typically possible in experimental systems.
Thus, we aim to find a parsimonious solution to this problem that perturbs only a subset of
nodes. NORSP uses subset selection to identify the solution that minimizes ∥y−S∆∥22.19 This
feature selection approach will yield the selected nodes for perturbation and the estimated
regression coefficient that serves as the perturbation value. Forward subset selection is em-
ployed in this work, although alternative methods can be used. NORSP can be understood
in Figure 1C, where different sets of nodes are selected for perturbation and propagated to
a candidate perturbed state, F̂ T . Candidate models arising from subset selection are again
contrasted against the target state to identify the optimal solution. Model selection criteria,
such as Bayesian Information Criteria (BIC) or adjusted R2, can be used for selection. No-
tably, due to the nature of the graph representation, it is not possible to use data splitting or
cross-validation without changing the structure.

2.2. Simulations and Biological Data

To rigorously assess NORSP’s capabilities, we designed a series of simulations that evaluate
its accuracy in perturbation recovery, performance across networks from different organisms
and biological contexts and robustness to noise and structural misspecification.

Knockdown data: We applied NORSP to mean gene expression data for YBX1, a pro-
oncogenic transcription factor, from the KnockTF database (GEO: GSE63565). The dataset
includes 24 control and 24 knockdown samples, with expression profiles derived from log-
transformed means. Significant KEGG pathways (Wnt, MAPK, and JAK–STAT) were se-
lected to test NORSP’s ability to identify perturbations that drive the system from control
(F 0) to knockdown (F T ). YBX1 itself is not present in these pathways, reflecting downstream
effects of the knockdown. Pathway graphs were imported using KEGGgraph, mapped via Entrez
Gene IDs and gene symbols (org.Hs.eg.db), and trimmed to exclude unmapped nodes.

Evaluation on BioModels Repository: BioModels16 are previously published peer-
reviewed mathematical models of dynamical biochemical and cellular systems. The BioModels
repository contained XML files in the Systems Biology Markup Language (SBML) format.
BioModels were manually downloaded from the repository and read into Matlab using the
libSBML 5.19.0 API library.20 The Biomodels include both the dynamical systems and the
parameter specifications and initial concentration levels of biochemical species.

Simulations were performed by running each Biomodel to steady-state with the initial-
izations provided in the database. The resulting concentration values represent an initial
steady state, F 0. A perturbation was made to F 0, which sets the biochemical species with
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the highest concentration to zero (a knock-out). The system was run to a new steady-
state, F T , representing the target state. The Jacobian matrices were estimated for each
BioModel using finite differences. Following Santolini et al.,13 the Jacobian estimates were
used to construct the influence diagram that depicts the network representation we use with
NORSP. For each Biomodel, three networks were constructed from the Jacobian: undirected,
directed, and directed signed. Biomodels with unconnected nodes in the network were not
considered. A total of 61 Biomodels, ranging across organisms and processes, were used
for simulation. Network sizes ranged from 7 to 77; details are in the Supplementary Table
(https://github.com/krithikakrishnan04/norsp). The inputs to NORSP include the network
structure along with the initial and target states for each BioModel.

To evaluate the accuracy of node selection, we ranked the list of perturbed nodes identified
in the optimal solution based on the order in which they were selected during the forward
subset selection process. The first validation criterion assessed whether the actual perturbed
node appeared in the optimal solution. The second criterion evaluated whether the perturbed
gene was ranked first in the list. These metrics collectively characterize the effectiveness of
NORSP’s node selection strategy.

To assess control efficacy in BioModels, we evaluated whether NORSP-identified pertur-
bations could drive the dynamical system toward its target steady state. This was done by
reintroducing the top-ranked perturbation into each full dynamical model and simulating the
system’s response. This step mirrors experimental validation by examining how closely the
perturbed system approaches the desired target state. If the top-ranked node matches the true
perturbed node, F T is recovered exactly. If not, alternate perturbations must be considered.

To quantify control efficacy, we define a control performance metric: F ctr
dyn =

∥FT−F̂T
dyn∥2

∥FT−F 0∥2
, which

indicates movement toward the target state when F ctr
dyn < 1, and divergence when F ctr

dyn > 1. We

also consider the relative prediction error of the dynamical model prediction, F err
dyn =

∥FT−F̂T
dyn∥2

∥FT ∥2
.

Sensitivity to noise and misspecification of the network structure: To assess the
robustness of NORSP to observational noise and network misspecification, we generated scale-
free networks with Nn = 30 nodes using a Barabási–Albert model. Two perturbation regimes
were considered: sparse (Np = 5 perturbed nodes) and dense (Np = 25). Target states were
generated by propagating ground-truth perturbation vectors through the sensitivity matrix.
Additive Gaussian noise with mean zero and varying variance was then introduced either to
the initial state (linear model) to mimic measurement error, or to the sensitivity matrix to
mimic structural uncertainty. Noise levels ranged from 10−7 to 10−1. For each noise level and
condition, NORSP was applied to 100 simulated networks. Performance was quantified using
the average relative error in recovering the target steady state (F̄ err) and the average relative
error in estimating the perturbation vector (∆̄err).

NORSP will be released to CRAN (https://cran.r-project.org/) as an open-source R pack-
age upon publication, providing an accessible platform for researchers and practitioners to
apply the method across biological domains. The package will include simulation tools, visu-
alization features, and support for custom network formats. Code for the simulations can be
found on github (https://github.com/krithikakrishnan04/norsp).
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3. Results

NORSP was evaluated across two main types of datasets: transcriptomic knockdown data
and a diverse collection of 61 dynamic models from the BioModels repository. These datasets
span a range of biological scales and modeling formalisms, allowing us to assess NORSP’s
generalizability and robustness. In both contexts, NORSP successfully identified sparse sets
of perturbation targets capable of shifting the system from an initial state (F 0) to a target
state (F T ), even under constraints typical of real-world experimental scenarios. The results
demonstrate NORSP’s ability to accommodate networks of varying sizes, topologies, and bio-
logical complexity, providing both accurate target approximations and interpretable, minimal
intervention strategies.

We investigated pathway-level control using YBX1 knockdown data. Adjusted R2 values
were computed to assess the quality of the F T approximation across different pathways. Over-
all, we found that F T can be accurately approximated, with model fit naturally improving as
the number of selected nodes increases. Using a selection threshold of 0.90, we achieved high
accuracy across the three pathways while obtaining a parsimonious solution. Figure 2 shows
the adjusted R2 as a function of the selected nodes in the respective pathways. The selected
nodes at the 0.90 threshold are indicated in red. Results indicate the relative error (F err) of
0.0008 with 38 nodes selected from 115 in the Wnt signaling pathway (Figure 2A). The T cell
receptor signaling pathway yielded a F err of 0.0006 with 39 out of 113 nodes selected (Figure
2B), while the JAK-STAT signaling pathway showed a F err of 0.0003 with 33 of 92 nodes
selected (Figure 2C). In addition to model performance, the selected profiles help identify key
targets for perturbation. These typically correspond to the earliest genes selected during the
subset selection process and are thus prioritized for intervention.

In addition to the error rates, we also examined functions of the top-selected genes. In our
application of NORSP, forward subset selection is used; thus, the prioritization is according
to the order in which they are selected. In the Wnt signaling pathway, 18 of the 38 selected
nodes were differentially expressed genes. The top three—MYC, DKK1, and PRKCA—are
well-established components or downstream effectors of the pathway. MYC plays a central
role in regulating genes essential for Wnt activation,21–23 while DKK1 is a known inhibitor
of Wnt signaling.24,25 Notably, MYC has also been shown to suppress DKK1, promoting
Wnt activation in breast cancer.22,26 PRKCA encodes PKCα, which has been implicated in
the negative regulation of Wnt signaling.27 In the T-cell receptor signaling pathway, the top
selected perturbation targets were CSF2, JUN, and MAPK9. Of these, CSF2 and JUN were
among 10 enriched genes within the 39 selected nodes. In the JAK-STAT signaling pathway,
SPRY1, MYC, and JAK1 emerged as top perturbation targets. All three were among 17
enriched genes out of the 33 selected. JAK1, in particular, is known to physically associate
with the oncogene v-Abl, a key activator of the JAK-STAT pathway.28

NORSP was evaluated using metabolic models in the BioModel repository. To illustrate
the methodology, we first present results from a single model before summarizing perfor-
mance across all 61 systems. The metabolic model of the Calvin cycle (Figure 3A) was used
to generate an influence network, serving as input to NORSP. The corresponding influence
matrix, derived from the system’s Jacobian, is shown in Figure 3B, with the perturbed node
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Fig. 2. NORSP results for YBX1 knockdown data, aiming to transition breast cancer cell lines
(F 0) toward a healthy cell state (F T ). Subset selection results are shown for the top enriched KEGG
pathways: (A) Wnt signaling, (B) MAPK signaling, and (C) JAK-STAT signaling. Adjusted R2 is
plotted as a function of the selected genes. Genes corresponding to the adjusted R2 threshold are
highlighted in red.

G6P, which was fixed at zero, circled in red. Using subset selection based on adjusted R2,
NORSP identified optimal perturbations across three types of influence networks: undirected,
directed, and directed signed. In each case, the target node G6P was ranked among the top
candidates (Figure 3C, shown in red). To better understand factors influencing network con-
trollability, we examined structural properties of the BioModels under different graph repre-
sentations—including node count, average degree, and clustering coefficients. However, these
features did not consistently predict controllability outcomes (data not shown), suggesting
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that control properties may depend on more complex, model-specific interactions.
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Fig. 3. An overview of NORSP applied to a single BioModel of the Calvin Cycle. (A) Schematic
of the dynamic model representing the Calvin Cycle metabolism,29 which is run to steady state and
to obtain F 0, and perturbed to obtain a new target steady state, F T . (B) The network influence
diagram serves as the structural input to NORSP. The graph is extracted from the Jacobian and
can be represented as undirected, directed, and signed. In this example, G6P is the perturbed node.
(C) NORSP applied to the undirected, directed, and signed networks, and the corresponding model
selection results using adjusted R2 for target state approximation. The highest-ranked perturbation
is G6P in all results, indicating that NORSP was able to identify the correct solution.

The results of the 61 BioModel simulations are summarized in Table 1. We evaluated
graphical models derived from the influence matrix, which captures the network dynamics of
each biological system, using the relative F error ratio. Three network propagation strategies
were tested: undirected, directed, and directed signed. Model performance was assessed using
two criteria: (1) adjusted R2, and (2) the successful selection of the perturbed node among
the top-ranked features, labeled as “target found.” Under the adjusted R2 criterion, 56, 57,
and 55 models (out of 61) were correctly identified for the undirected, directed, and directed
signed propagation methods, respectively (Table 1, Columns 1 and 2). This corresponds to 5,
4, and 6 misses, indicating a high success rate in selecting relevant perturbations across all
three propagation strategies. We also examined the selected features to assess which models
had identified the target as the top-ranked (Table 1, Column 3). We found that 48, 49, and
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51 models correctly identified the perturbed node for the undirected, directed, and directed
signed approaches, respectively. Finally, we counted the models for which the target was missed
altogether, which were low 13, 12, and 10 (Table 1, Columns 4). These results highlight the
robustness of the proposed framework in identifying meaningful perturbations across a broad
range of biological models.

Table 1: Controllability results for the 61 Biomodels.

The F ctr
err ratio is evaluates controllability (< 1) in the graphical (gm) and dynamical models (dyn).

Biomodel
graph

representation

Target
found

(# models)

Target
ranked #1
(# models)

Target
missed

(# models)

Top hits
in control
graph

(F ctr
gm <1)

Top hits
in control
dyn. sys.
(F ctr

dyn <1)

Missed target
in control
dyn. sys.
(F ctr

dyn <1)

Undirected 56 48 13 48/48 35/48 9/13
Directed 57 49 12 49/49 33/49 11/12

Directed + Signed 55 51 10 51/51 36/51 10/10

A second mode of evaluation focused on system control, wherein the predicted perturbation
was reintroduced into the system. Control was defined as the system’s ability to approach
the desired target state and was assessed both in the graphical model and the underlying
dynamical system. When the target node was ranked as a top-priority candidate, control was
consistently achieved across all models, as indicated by F ctr

gm < 1 in the graphical model (Table
1, Column 5). Importantly, only the top-ranked perturbation of the selected set was introduced
into the corresponding dynamical systems. System control was observed in the cases when the
actual target was selected as the highest ranking (Table 1, Column 6). Notably, even in cases
where the actual target was not ranked highest, the systems frequently remained controllable,
especially when perturbations were derived from directed and signed-directed network models.
This observation underscores the robustness of NORSP in identifying effective, experimentally
actionable perturbations, even in the presence of uncertainty in target ranking.

To further assess NORSP’s robustness, we simulated networks and introduced Gaussian
noise either in the sensitivity matrix S or in the linear model. Table 2 summarizes the average
prediction and perturbation errors across noise levels up to 10−1. NORSP maintained low
relative errors across both sparse and dense perturbation regimes when noise was confined
to either the linear model or the sensitivity matrix. For small noise levels (ϵ ≤ 10−3), both
F̄rel.err and ∆̄rel.err remained stable, typically below 0.01 and 0.07, respectively, demonstrating
strong numerical stability. As noise increased to 10−1, moderate increases in perturbation
error were observed, most notably for the sensitivity matrix in the dense perturbation regime
(Np = 25), while target state errors remained low. These results indicate that NORSP is robust
to moderate levels of measurement error and network misspecification, accurately recovering
target states and perturbation patterns across a wide noise range.
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Table 2: Noise added to the initial state of the system. Prediction errors of Ftarget were
averaged over 100 simulations for networks with Nn = 30 nodes, under two perturbation

regimes: sparse (Np = 5) and dense (Np = 25).

Noise-level
ϵ

Linear error Sensitivity matrix error
Np = 5 Np = 25 Np = 5 Np = 25

F̄ err ∆̄err F̄ err ∆̄err F̄ err ∆̄err F̄ err ∆̄err

1e-07 0.007 0.069 0.023 0.171 0.006 0.053 0.023 0.174

1e-06 0.006 0.061 0.022 0.172 0.007 0.061 0.022 0.169

1e-05 0.007 0.060 0.022 0.166 0.006 0.062 0.022 0.168

1e-04 0.006 0.057 0.022 0.169 0.007 0.066 0.022 0.167

1e-03 0.000 0.065 0.022 0.178 0.007 0.065 0.022 0.165

1e-02 0.006 0.062 0.023 0.171 0.006 0.060 0.021 0.162

1e-01 0.006 0.056 0.022 0.164 0.007 0.288 0.024 0.257

4. Discussion

In this study, we introduced NORSP, a novel algorithm designed to identify sparse pertur-
bations capable of guiding a system from an initial to a target steady state. By reframing
the problem of network control as a subset selection task informed by network propagation,
NORSP brings a practical approach to biological network optimization. It integrates graph-
based sensitivity matrices with supervised learning, enabling direct prioritization of candidate
perturbations without assuming full access to or manipulability of all network nodes.

A critical challenge in systems biology is to identify effective control strategies that are
both interpretable and experimentally feasible. Traditional approaches, such as structural con-
trollability theory,30 offer important theoretical insights by identifying Minimum Driver Sets
(MDSs)-the minimal number of nodes that must be controlled to steer the system. This frame-
work has been widely applied in biological networks to classify nodes as critical, ordinary, or
redundant,31–33 and has informed analysis in domains such as metabolic regulation, disease
gene identification, and signaling pathway dynamics.34–36 Extensions of this theory have fur-
ther characterized control modes and revealed emergent properties in complex systems.37

Despite its contributions, structural controllability also presents limitations. It often re-
quires perturbation of a large proportion of nodes to achieve control, which is not compatible
with experimental or clinical constraints.38,39 It may also lack robustness in nonlinear sys-
tems, and typically does not estimate the magnitude or directionality of perturbations. These
methods can be computationally expensive and may be less flexible in incorporating biological
noise or measurement uncertainty.40,41 Alternative strategies that involve iterative adjustment
of system states, such as gradient-based approaches or local state feedback,42,43 can also be
computationally burdensome and sensitive to parameter initialization. NORSP is distinct from
prior approaches that prioritize influential nodes (e.g., DYNAMO,13 IGPON14) or rely on rich
perturbation time-series data (e.g., CDN,3 BaCaDI,3 NETPERT4). Instead, NORSP operates
in a realistic setting where only the network structure is available and perturbations must be
experimentally actionable. Using gold-standard BioModels, knockdown data, and controlled
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noise simulations, we showed that NORSP can recover true perturbations and effectively drive
systems toward target states using only top-ranked candidates.

A significant strength of NORSP is the ability to find alternative paths towards perturba-
tion when the true node target is not selected or is inaccessible. Simulation studies demonstrate
that even when the actual perturbation is not among the top-ranked candidates, the system
can still be driven toward the target state using alternate paths. This flexibility is particu-
larly valuable in experimental contexts where not all network components are druggable or
measurable. NORSP was also shown to be robust to misspecifications in the network struc-
ture and measurement error, which can be expected in models of biological systems. NORSP
also expands the methodological toolkit for network control by using propagation-based sen-
sitivity matrices as surrogates for the Jacobian. This allows the method to generalize across
undirected, directed, and signed networks, accommodating the diverse structures found in
biological systems. The use of subset selection aligns with a supervised learning framework,
providing interpretability and scalability, especially when implemented with greedy forward
selection or information criteria.

Nevertheless, several limitations warrant discussion. First, the propagation strength pa-
rameter must be manually tuned, as there is currently no theoretical guideline for optimal
selection.12,13 Second, while the subset selection framework simplifies the search space, the
combinatorial nature of the optimization introduces heuristic dependencies. Furthermore, a
threshold must be selected in subset selection according to model selection criteria. The use
of forward subset selection can be viewed as modular, and alternatives could be considered.
Future work could explore more sophisticated search strategies or Bayesian model averag-
ing to enhance stability in parameter selection. Finally, an important limitation lies in the
propagation assumption itself. Specifically, NORSP approximates the system Jacobian using
a static network-derived sensitivity matrix. This simplification enables tractable optimization
across large networks but does not capture nonlinear feedback, context-specific regulation, or
time-dependent effects inherent to real biological dynamics. Future work could incorporate
hybrid models that combine propagation-based inference with local dynamical refinement or
explore adaptive sensitivity estimation from data.

Beyond theoretical utility, NORSP’s targeted perturbation predictions may assist in prior-
itizing gene knockdowns or metabolic interventions for experimental validation. In particular,
this framework could support early-stage drug screening by identifying mechanistically infor-
mative nodes whose control shifts replicate desired therapeutic outcomes. Its integration of
sparse feasibility with network topology makes NORSP adaptable to both pathway-centric
disease modeling and tissue-specific gene expression studies.

In summary, NORSP provides a principled yet practical framework for driving biological
networks to target states using sparse, experimentally tractable interventions. By integrating
ideas from network science, machine learning, and systems biology, it offers a new direction
for hypothesis generation, experimental design, and therapeutic prioritization in complex bio-
logical systems. Its effectiveness across gene regulatory and metabolic networks highlights its
versatility and potential as a tool for discovery.
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GenoMAS, a fully automated agentic AI system. Beyond identifying robust gene-level over-
laps, we develop a novel pathway-based similarity framework that integrates multi-database
enrichment analysis to quantify functional convergence across diseases. The resulting disease
similarity network reveals both known comorbidities and previously undocumented cross-
category links. By examining shared biological pathways, we explore potential molecular
mechanisms underlying these connections—offering functional hypotheses that go beyond
symptom-based taxonomies. We further show how background conditions such as obesity
and hypertension modulate transcriptomic similarity, and identify therapeutic repurpos-
ing opportunities for rare diseases like autism spectrum disorder based on their molecular
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1. Introduction

Modern disease classification is predominantly grounded in clinical symptoms, anatomi-
cal locations, and observable phenotypes.1–3 While practical for diagnosis and treatment,
this symptom-centric taxonomy often obscures deeper biological relationships between dis-
eases—especially those with divergent clinical manifestations but shared molecular origins.4,5

In contrast, transcriptomic signatures6 capture gene expression patterns directly reflective of
underlying cellular mechanisms, offering a biologically principled lens to reexamine disease
relationships.

Recent studies have shown that transcriptomic profiling not only reveals disease-specific
pathways related to susceptibility,7,8 progression,9–11 and resilience,12,13 but also uncovers
shared molecular programs6,14,15 across phenotypically distinct diseases. These shared pat-
terns, often invisible to clinical observation,16,17 have profound implications for disease reclassi-
fication,18,19 biomarker discover,20,21 and therapeutic repurposing.22,23 However, realizing these
benefits at scale remains challenging:24,25 each transcriptomic dataset requires extensive pre-
processing, normalization, and analysis—an effort that is labor-intensive and difficult to repli-
cate consistently across diverse biological and demographic contexts. Existing frameworks such
as Hetionet26 and DisGeNET27 have provided valuable resources for studying disease–disease
associations, yet they are largely knowledge-based: relying on curated gene–disease links or
heterogeneous databases. As a result, they are limited in capturing transcriptomic mechanisms
directly from large-scale molecular data or in accounting for condition-specific variation across
diseases.

To address this, we leveraged GenoMAS,28 a fully automated, agentic AI system that
performs large-scale transcriptomic analyses across 1,384 disease–condition pairs drawn from
the GenoTEX29 benchmark dataset. Each pair represents a disease under a specific biological
or demographic condition (e.g., age, sex, obesity, comorbidity), enabling nuanced profiling
across 132 diseases and 911 cohorts. Powered by a team of specialized LLM agents, the agentic
system performs end-to-end processing, from data cleaning to statistical inference, to identify
the genes associated with the disease status under the conditions. In other words, the agentic
system identified the transcriptomic signatures for each pair of disease and condition.

Building on these results, we construct a disease relation network through transcrip-
tomic signatures, identifying statistically significant transcriptomic overlaps between thou-
sands of disease–condition pairs. We validate this network against ICD-10-CM categories
and observe both strong within-category clustering and biologically plausible cross-category
links—highlighting hidden disease relationships overlooked by traditional taxonomy.

To further interpret the functional basis of these relationships, we extend our analysis to
the pathway level. By conducting multi-database enrichment and introducing a novel pathway-
based similarity scoring framework, we identify over 1,000 disease combinations that converge
on shared molecular pathways. These shared pathways reveal fundamental biological mech-
anisms that transcend clinical presentation and reflect the cellular logic underlying diverse
disease states.

Our analysis recovers well-established comorbidities (e.g., epilepsy and Canavan disease),
confirms mechanistically plausible cross-category relationships (e.g., ankylosing spondylitis
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Fig. 1: Agenetic AI analysis of transcriptomic data for transcriptomic signatures and the
network of diseases constructed from the signatures.

and osteoporosis), and—most notably—uncovers novel disease links that have not been previ-
ously reported in the literature. For these unexpected pairs, we hypothesize potential biological
mechanisms supported by shared pathways and gene functions, providing initial interpre-
tive insights to be explored in future studies—for instance, immune and glycosylation-related
convergence between Gaucher disease and kidney cancer, or shared metabolic signaling and
oxidative stress patterns observed in neurodegenerative diseases and Ocular Melanoma.

Finally, we explore how background conditions like obesity and hypertension modulate dis-
ease–disease transcriptomic similarity and highlight rare disease cases, such as autism spec-
trum disorder, where shared molecular signatures with more common diseases may inform
drug repurposing opportunities.

To encourage broader exploration of hidden disease relationships, we have made our full
results publicly available at github.com/KeeeeChen/Pathway_Similarity_Network. Addi-
tionally, an initial biological plausibility assessment was conducted using GPT-4o to highlight
approximately 200 disease-combinations that exhibit interpretable functional convergence. We
hope this resource can inspire new hypotheses and offer alternative perspectives for under-
standing disease mechanisms beyond established taxonomies.

In summary, the contributions of this paper are illustrated in Figure 1 and as follows:
• We perform large-scale transcriptomic signature analysis across 1,384 disease-condition
pairs using an agentic AI system (GenoMAS).

• We construct a gene-level transcriptomic similarity network based on transcriptomic
signatures, revealing both strong within-category and cross-category connections.

• We introduce a pathway-level similarity framework based on multi-database enrichment
and joint pathway scoring, identifying over 1,000 disease-condition combinations that
converge on interpretable molecular mechanisms.

• We highlight examples of transcriptomic convergence in both well-established and unex-
pected disease pairings, including several cases with no previously documented clinical
or molecular connection.

• We study how background conditions such as obesity and hypertension modulate tran-
scriptomic similarity between diseases, and identify rare diseases whose molecular pro-
files suggest potential therapeutic strategies based on cross-disease alignment.
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2. Results

Before presenting our main findings, we first clarify several key terms used throughout the
analysis. Our study involves multiple levels of comparison across diseases, biological conditions,
and their combinations. Table 1 summarizes the terminology used.

Table 1: Terminology used in this study

Term Definition / Example

Disease A clinical diagnosis or condition label. e.g., Liver Cancer
Condition A biological or demographic modifier that contextualizes the disease.

e.g., Obesity, Sex, Age, Hypertension
Pair A disease combined with a specific condition. e.g., Liver Cancer–Obesity
Combination A pairwise comparison between two disease–condition pairs.

e.g., (Liver Cancer–Obesity) vs. (Schizophrenia–Gender)

2.1. Gene-Based Similarity Network

To investigate inter-disease relationships at the transcriptomic level, we preliminarily analyzed
the statistical significance of overlap of transcriptomic signatures between every combination
of the 1,384 disease–condition pairs (hereafter, “combinations”).

Based on these shared gene relationships, we constructed a graph in which each node
represents a disease–condition pair, and each edge connects two pairs that significantly share
a set of genes (see Section 3.2 for details). To validate the biological plausibility of the resulting
network, we compared our result with the ICD-10-CM classification system.1 Specifically, we
prompted GPT-4o to assign an ICD category to each disease, and constructed a heatmap
of average pairwise gene similarity scores for both pairs within the same ICD category and
cross-category pairs. (Figure 2)

As expected, many chapters show the strongest similarity within their own category—e.g.,
Chapter 6, 13, and 9 all display elevated diagonal values. However, the heatmap also reveals
that several chapters exhibit their highest similarity scores with other categories rather than
their own. For instance, certain subtypes within Chapter 2 and 3 share stronger transcriptomic
profiles with Chapter 13 than within their own chapters, suggesting biologically meaningful
cross-category overlap. While some of these connections may arise from annotation bias or
shared tissue origin, others may reflect previously overlooked biological commonalities.

Together, these findings suggest that while disease taxonomy based on anatomy or symp-
toms often aligns with molecular signatures, gene-level similarity can also uncover latent bi-
ological relationships that transcend clinical classifications. This motivated our subsequent
pathway-level analysis to probe deeper into shared mechanisms.

2.2. Pathway-Based Disease Similarity

While these combinations significantly shared some genes, their biological relevance remained
unclear without understanding what molecular processes these genes are involved in. To better
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Chapter 10: Diseases of the Respiratory System

Chapter 11: Diseases of the Digestive System

Chapter 12: Diseases of the Skin and Subcutaneous Tissue

Chapter 13: Diseases of the Musculoskeletal System and Connective Tissue

Chapter 14: Diseases of Genitourinary System

Chapter 2: Neoplasms

Chapter 3: Diseases of the Blood and Blood-forming Organs and Immune Mechanism

Chapter 4: Endocrine, Nutritional, and Metabolic Diseases

Chapter 5: Mental, Behavioral and Neurodevelopmental Disorders

Chapter 6: Diseases of the Nervous System

Chapter 7: Diseases of the Eye and Adnexa

Chapter 9: Diseases of the Circulatory System

Fig. 2: Heatmap of average gene-based similarity between ICD-10-CM chapters. Diagonal
blocks (e.g., Chapters 6, 9, 13) show strong within-category similarity, while several off-
diagonal blocks indicate cross-category transcriptomic convergence. Notably, chapter 2, 3,
10, and 11 show higher similarity to other categories than within their own, suggesting latent
biological overlap.

interpret the functional basis of disease similarity, we examined pathway-level overlap among
the 1,293 significant disease–condition combinations identified by our gene-based analysis (see
Section 3.3 for details). Among these combinations, 1,060 were found to share at least one
enriched pathway. To visualize these relationships, we constructed a weighted undirected graph
(see Figure 3) to provide a systems-level view of transcriptomic convergence across diseases.

This network reveals a clear tendency for nodes of the same ICD-10-CM category to
cluster together, which suggests that our pathway-based analysis, while agnostic to clinical
labels, nonetheless recapitulates key elements of traditional disease taxonomy. At the same
time, many edges span across categories, hinting at molecular commonalities that transcend
existing clinical boundaries.

Subsequent analyses in this study are grounded in this network representation. Specifically,
we focus on interpretable subgraphs extracted from the full network—such as highly connected
modules, cross-category clusters, and rare disease neighborhoods—to uncover novel patterns
of comorbidity, shared vulnerability, and potential therapeutic convergence. This pathway
network thus serves as the functional scaffold for the biological insights that follow.

2.2.1. Transcriptomic Similarity Reflects Symptom-Based Taxonomy

Many high-scoring combinations correspond closely to well-established disease relationships.
For example, Canavan Disease and Epilepsy—both neurological disorders—significantly
shared pathways such as detection of chemical stimulus, sensory perception, and G
protein-coupled receptor signaling pathway. These pathways are central to neuronal
communication and signal transduction, especially in sensory and stimulus-related neural ac-
tivity. This is consistent with clinical consensus.

There are also other top-scoring combinations aligned with known biological and clinical
groupings, including: - Stomach Cancer and Peptic Ulcer Disease, both involving the gas-
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Fig. 3: Pathway-level similarity network. Each node represents a disease–condition pair, col-
ored by ICD-10-CM category. Edges indicate statistically significant overlap in enriched path-
ways. Both the thickness and the length of each edge reflect the strength of similarity—stronger
pathway-level similarity results in shorter and thicker edges. Node size reflects degree central-
ity. While many nodes are connected, this visualization is designed to emphasize the strength
of similarity rather than the presence of connection.

Table 2: P-values of pathological-related shared Pathways in Canavan Disease and Epilepsy

Pathway Canavan Disease–None Epilepsy–None

detection of chemical stimulus 2.04× 10−22 3.72× 10−26

sensory perception 6.01× 10−16 1.50× 10−22

G protein-coupled receptor signaling pathway 1.17× 10−13 2.43× 10−17

trointestinal system; - Depression and Schizophrenia, both major psychiatric disorders; -
Bladder Cancer and Endometrioid Cancer, which share hormonal and tissue-level common-
alities.

2.2.2. Cross-Category Transcriptomic Similarity with Empirical Support

Beyond well-established within-category associations, our pathway-based analysis also re-
vealed biologically meaningful links across some phenotypically unrelated disease categories.

One example is Ankylosing Spondylitis (AS) and Osteoporosis, two conditions tra-
ditionally categorized under musculoskeletal and metabolic disorders, respectively. They sig-
nificantly share genes such as AAMDC, ABCB1, and ABCA5, along with enriched pathways
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related to lipid metabolism, cholesterol regulation, ABC transporters, steroid biosynthesis,
and xenobiotic response.

These functions jointly regulate inflammation, immune activity, and bone remodel-
ing—suggesting a shared biological axis linking chronic inflammation, lipid dysregulation, and
bone loss. This supports the hypothesis that inflammatory mechanisms in AS may drive os-
teoporosis risk through disrupted metabolic signaling. Our findings are consistent with recent
empirical studies confirming an elevated osteoporosis risk in AS patients,30,31 and with tran-
scriptomic evidence highlighting immune-driven bone density reduction.32 Our results further
clarify potential shared molecular mechanisms underlying this comorbidity.

We also observed high pathway-based similarity between Hemochromatosis and Liver

Cancer, supported by significantly shared genes such as AADAT, A1BG, A4GNT, and AARS2.
These genes participate in pathways related to amino acid metabolism, mitochondrial function,
immune regulation, and glycoprotein processing.

These shared pathways converge on several key processes: iron overload in Hemochromato-
sis promotes oxidative stress and chronic inflammation in the liver—an organ central to both
conditions. Pathways such as Tryptophan metabolism, immune response signaling, and protein
glycosylation highlight a potential mechanistic chain involving metabolic disruption, immune
imbalance, and epithelial cell proliferation—all of which may facilitate hepatocarcinogenesis.

These findings align with prior epidemiological studies confirming elevated liver cancer
risk in patients with HFE-related Hemochromatosis,33 and extend beyond prior expression
analyses by identifying a broader set of molecular mediators.34

These examples illustrate how pathway-level similarity can provide complementary con-
text to gene-level overlap, offering candidate functional processes that may help interpret
co-occurrence patterns between diseases.

2.2.3. Transcriptomic Similarities That Are Potentially Unexpected from Conventional
View

One interesting outcome of our transcriptomic similarity analysis is the resemblance observed
between several phenotypically and clinically unrelated conditions. One example is Gaucher
Disease and Kidney Chromophobe. Although Gaucher Disease is a lysosomal storage disor-
der and Kidney Chromophobe is a renal carcinoma subtype, they share significant expression
of genes such as A1BG, A4GNT, and A2M, alongside co-enrichment in pathways involving
immune signaling, extracellular matrix (ECM) remodeling, and protein glycosylation.

These overlapping genes suggest a common functional landscape shaped by immune reg-
ulation, protein processing, and inflammation. A1BG has been linked to tumor-associated
immune modulation;35,36 A4GNT influences glycosylation—a process central to immune es-
cape and cellular signaling;37 and A2M is involved in ECM maintenance and inflammatory
control.38 Pathway-level analysis further reveals enrichment in immune response, ECM or-
ganization, glycoprotein biosynthesis, and cellular stress adaptation. Together, these find-
ings point to a shared cellular environment marked by chronic inflammation and metabolic
stress—hallmarks of both lysosomal disorders and tumorigenesis. While no direct clinical rela-
tionship has been reported between Gaucher Disease and Kidney Cancer, our results suggest

Pacific Symposium on Biocomputing 2026

805



a potentially overlooked biological intersection that warrants further investigation.
A second example involves an unexpected transcriptomic connection between Alzheimer’s

Disease & Parkinson’s Disease, and Ocular Melanoma. These conditions share significant
expression of AADAT and AASDH, genes involved in lysine39,40 and tryptophan metabolism,39

which regulate NAD+ biosynthesis, glutamate balance, oxidative stress response, and immune
modulation.41–43 Though these processes diverge in pathological outcomes, they are central to
both neurodegeneration and cancer.

As shown in Figure 4, we observed shared enrichment in pathways related to amino acid
catabolism, β-oxidation, and cellular response to oxidative stress. In neurodegenerative dis-
eases, these pathways are often impaired,44 leading to energy failure and excitotoxicity. In
contrast, Ocular Melanoma exhibits enhanced β-oxidation,45 supporting tumor proliferation
and immune evasion. This inverse utilization of the same metabolic axis may reflect a mecha-
nistic fork, shaped by the shared neural crest origin of retinal and neural tissues.46 AADAT’s
dual role in neural excitotoxicity and tumor immune regulation further supports this.

Although no clinical relationship has been established between neurodegenerative disor-
ders and Ocular Melanoma, the observed transcriptomic similarities may reflect a shared
developmental or metabolic context. These findings raise the possibility of underlying molec-
ular features that span traditionally unrelated disease categories, which may merit further
investigation through functional or mechanistic studies.

1.31e-376.04e-29

4.48e-24

3.30e-16
3.30e-161.48e-07

4.74e-05

3.26e-04

3.34e-02

1.63e-44
1.13e-38

4.00e-31

9.84e-21

9.84e-21

1.47e-07

2.16e-05

4.26e-03

2.50e-02

Alzheimers_Disease

Ocular_Melanomas

P1

P2

P3

P4

P5

P6

P7

P8

P9

P1: small molecule metabolic process
P2: oxoacid metabolic process
P3: fatty acid metabolic process
P4: organic acid catabolic process
P5: carboxylic acid catabolic process
P6: amino acid catabolic process
P7: alpha-amino acid catabolic process
P8: L-amino acid catabolic process
P9: Tryptophan metabolism

Fig. 4: Shared transcriptomic pathways between Alzheimer’s Disease and Ocular Melanoma.
The graph displays the top 50 most significant enriched pathways in each disease. Blue nodes
represent highly enriched but not shared pathways. Green nodes indicate pathways shared
by both diseases, with darker green highlighting the pathways discussed in 2.2.3, which are
potentially relevant to the comorbidity. Edge labels reflect pathway significance (p-values),
and edge lengths scale with significance.
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2.3. Disease–Condition Interaction Analysis: Triggers of Comorbidity

While disease–disease similarities often reflect shared genetic programs or pathological mecha-
nisms, the presence of specific physiological or environmental conditions can further modulate
the expression of such relationships. In our analysis, we explored disease–condition pairs to
understand how background factors—such as obesity or hypertension—may shape transcrip-
tomic overlaps and increase the risk of co-occurrence.

One interesting case involves the co-occurrence of Celiac Disease and Uterine

Carcinosarcoma in obese individuals. Though one is an autoimmune enteropathy and the
other a rare uterine malignancy, they share dysregulation of genes such as A1CF, AACS, and
ABCB1, which point to altered mRNA editing, amino acid metabolism, and xenobiotic trans-
port. These genes are enriched in pathways that are particularly sensitive to metabolic dys-
regulation in obesity, including glycosphingolipid biosynthesis, bile secretion, and branched-
chain amino acid degradation. In obese individuals, chronic inflammation, disrupted metabolic
homeostasis, and impaired detoxification mechanisms may jointly promote both autoimmune
activation and tumorigenesis, thus creating a fertile biological landscape for comorbidity.

Another example is the comorbidity of Acute Myeloid Leukemia and Osteoarthritis

in individuals with hypertension. These diseases converge on genes such as A2ML1 and A2M,
which regulate extracellular matrix homeostasis and inflammation, as well as A1CF, which
modulates immune signaling through RNA editing. The two diseases also share enrichment in
immune and complement pathways, ECM degradation, and glucocorticoid response—features
that are frequently exacerbated in hypertensive individuals. Hypertension, by promoting sys-
temic inflammation, endothelial dysfunction, and hormonal imbalance, may amplify shared
transcriptomic vulnerabilities in both hematologic and joint tissues.

This is not an isolated observation. In fact, 11 of the top 20 highest-scoring dis-
ease–condition pairs in our transcriptomic similarity analysis involve hypertension, including
connections with Acute Myeloid Leukemia, Adrenocortical Cancer, Gaucher Disease,
and Osteoarthritis. These findings underscore the wide-reaching systemic impact of hy-
pertension—not just as a cardiovascular risk factor, but as a molecular amplifier of disease
vulnerability across diverse biological systems. Given its high prevalence and silent progression,
we emphasize the importance of early detection and integrative management of hypertension
to mitigate its far-reaching comorbidity burden.

2.4. Hypotheses Related to Rare Diseases

In addition to mapping disease–disease similarity, we also examined whether transcriptomic
overlaps with well-characterized conditions could highlight underexplored disorders that worth
further investigation. For example, we extracted the subgraph centered on Autism Spectrum

Disorder (ASD). As shown in Figure 5, this local network reveals close transcriptomic and
pathway-level similarity between ASD and other conditions, including Osteoporosis and
Type 1 Diabetes. While these two diseases are typically studied in distinct clinical domains,
their established therapeutic pipelines and shared molecular features with ASD raise the
possibility of identifying underexamined connections or therapeutic hypotheses, particularly
in individuals with overlapping metabolic or immune phenotypes.
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Fig. 5: Subnetwork of diseases showing significant pathway-level similarity to ASD (the red
node with index N4). Osteoporosis and Type 1 Diabetes (T1D) emerge as strongly connected
conditions, both with established pharmacological pipelines.

In the case of Osteoporosis, ASD shares genes such as AADAC, ABCF3, and ABCA7,
which participate in lipid metabolism and ABC transporter pathways. While these genes
have not been directly targeted in ASD, several lipid-modulating agents—such as statins,
bisphosphonates, and ANGPTL3/APOC3 inhibitors—have demonstrated activity along the
same pathways. Their mechanistic action on lipid regulation and inflammatory balance raises
the possibility that they could be repurposed for ASD, particularly in individuals with lipid
signaling or neuroinflammation phenotypes.

A similar pattern emerges with T1D: shared genes like AADAT, ABCD1, and AATF
point to convergence in fatty acid oxidation, mitochondrial stress, and immune dysregula-
tion. Corresponding therapeutic approaches—ranging from anti-inflammatory agents (e.g.,
α1-antitrypsin, TYK2 inhibitors) to metabolic modulators (e.g., ABCD1 gene therapy, PPARγ

agonists like Leriglitazone)—may offer a foundation for exploratory ASD interventions aimed
at metabolic or immune correction.

3. Methodology

3.1. Large-Scale Gene Analysis via Transcriptomic Agentic AI System

To explore disease relationships from a transcriptomic perspective, we leveraged the Geno-
TEX dataset,29 a large-scale, biologically curated benchmark for automated gene expression
analysis. GenoTEX comprises 1,384 gene–disease association problems, spanning 132 distinct
human diseases, each analyzed under varying biological or demographic conditions (e.g., age,
sex, obesity, hypertension, or comorbidities). For clarity, we refer to the combination of a dis-
ease and a condition as a “disease–condition pair”, or simply a “pair”, throughout this study.
The dataset encompasses 911 unique cohorts, totaling over 150,000 biological samples, with
each cohort containing more than 18,000 normalized gene features on average.

To process this data at scale, we employed GenoMAS,28 a multi-agent agentic AI framework

Pacific Symposium on Biocomputing 2026

808



built for code-level automation in genomic analysis. In practice, GenoMAS automates the full
workflow of gene expression analysis—from dataset retrieval and preprocessing to regression-
based gene–trait association modeling. During preprocessing, the system standardizes hetero-
geneous data formats (e.g., RNA-seq and microarray), performs gene identifier normalization,
and applies corrections for batch effects and population stratification. For statistical infer-
ence, it primarily relies on regularized regression (e.g., Lasso) to select trait-associated genes
under high-dimensional settings, while incorporating confounder adjustment and imputation
strategies to ensure robust signal detection. Using this system, we performed end-to-end gene
significance analysis for all 1,384 disease–condition pairs. The results include gene-level effect
sizes (regression coefficients), lists of significant genes.

3.2. Gene-Based Similarity Network

To quantify transcriptomic similarity, we assessed gene overlap significance for each of the
pairwaise combinations of 1384 pairs. For each pair, we retained genes with |β| > 0.05 from
Lasso regression, filtering out weak associations. We then computed shared genes between each
combination and performed a bidirectional hypergeometric test, testing enrichment of set A
within set B and vice versa, so that significance was not driven solely by large gene sets, while
accounting for gene set sizes and the full gene universe (18,000+ genes). Benjamini–Hochberg
correction was applied to adjust for multiple testing.

We retained only combinations with false discovery rate (FDR) ≤ 0.05, yielding approxi-
mately 65,000 significant pairwise links out of nearly 1 million tested combinations.

To avoid redundancy, we further filtered out overlapping combinations involving general-
ized condition entries labeled as None (i.e., entries not conditioned on any specific biological
factor). For example, if a significant link was already identified between Disease1--None and
Disease2--Obesity, then additional links such as Disease1--Sex or Disease1--Age with
Disease2--Obesity were considered redundant, as the shared signal likely reflects disease-
level rather than condition-specific effects. This de-duplication step prevents generalized as-
sociations from inflating or obscuring condition-specific links, reducing the network from over
65,000 initially significant combinations to 1,293 unique links after filtering.

We constructed a gene-level similarity network using NetworkX. In this network, each
node corresponds to a disease–condition pair, and an edge is drawn between two nodes if their
overlap of significant genes passes the bidirectional hypergeometric test after FDR correction.
To quantify edge strength, we defined the weight as − log10(FDR), such that more significant
overlaps are assigned larger weights. The resulting weighted graph thus captures both the
presence and relative strength of transcriptomic similarity among disease–condition pairs.

For visualization, we employed the nx.spring layout() algorithm to arrange nodes in
2D space. To account for edge strength, we defined the layout weight as the inverse of the
edge similarity score (wuv = 1/(weightuv + 10−5)), so that stronger similarities correspond to
shorter distances. We set the repulsive force parameter to k = 0.2 to generate a more compact
layout. These settings allow the visualization to reflect both the local clustering and the global
structure of the similarity network in a consistent manner.

To annotate the biological identity of each node, we assigned an ICD-10-CM category to
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every disease using GPT-4o. These categories were also used as node colors in the visualization
for pathway-based similarity network (Figure 3).

3.3. Pathway-Based Disease Similarity

To investigate functional overlap among disease–condition pairs, we performed pathway en-
richment analysis and similarity scoring for all 1,293 significant combinations identified in the
gene-level analysis.

Pathway Enrichment per Pair. For each disease–condition pair, we mapped significantly
expressed genes (with |β| > 0.05) to pathways using six complementary annotation databases:
GO:Biological Process (GO:BP),47 Reactome (REAC), KEGG,48 transcription factor targets
(TF), miRNA targets (MIRNA), and Human Phenotype Ontology (HP).49 This ensures both
biological breadth and low redundancy. We adopted the g:Profiler50 framework to retrieve
enriched terms. g:Profiler selects higher-level, abstracted pathway terms to mitigate semantic
variability across databases and maximize interpretability.

Identification of Shared Pathways. For each disease–condition pairwise combination
(hereafter, “combination”), we focused only on the genes that were shared between the two
pairs. For each such shared gene, we retrieved its pathway annotations in both pairs. A path-
way was considered “shared” if it was enriched for the same gene in both pairs.

Similarity Scoring. To quantify the overall strength of pathway-level similarity between
two disease–condition pairs, we computed a cumulative score across all shared pathways using
the following formula:

Similarity Score =
N∑
k=1

[log(1− p1k) + log(1− p2k)]

Here, N is the number of shared pathways between the two pairs, and p1k, p2k are the enrich-
ment p-values of the k-th pathway in the first and second pair, respectively. For each pathway,
this score reduces to log((1 − p1k) × (1 − p2k)), which reflects the joint probability that both
enrichments are non-random. That is, the score becomes more positive when both p1 and p2
are small, indicating that the pathway is likely involved in both disease contexts. Summing
across all such shared pathways allows us to capture not just the presence of overlap, but the
joint confidence in their functional relevance.

Filtering. We retained only combinations where at least one shared pathway had a positive
similarity score, indicating non-random co-enrichment. This yielded 1,060 pathway-supported
combinations out of the original 1,293 gene-sharing ones.

Pathway-level Graph Construction To visualize cross-disease functional similarity, we
constructed an undirected weighted network in which each node represents a disease-condition
pair. An edge is drawn between two nodes if the two diseases share at least one enriched path-
way. The edge weight corresponds to the pathway-level similarity score. Node size reflects its
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degree (i.e., the number of connected neighbors), and node color encodes ICD-10-CM cate-
gories. Similar to the gene-level network, we applied a spring-force layout in which edge lengths
are inversely proportional to similarity weights. To better illustrate the strength of functional
similarity, edge thickness is scaled proportionally to the similarity score—stronger similarities
are rendered as thicker connections. In subsequent analyses, we also constructed disease-level
subgraphs by collapsing the condition dimension (e.g., Figure 5). In these subgraphs, node size
reflects the average degree of each disease across all associated conditions, while edge width
and length correspond to the average pathway similarity between the connected diseases.

4. Limitation and Discussion

This work has several limitations. Most importantly, our results are hypothesis-generating
rather than experimentally validated. While we provide mechanistic hypotheses for selected
examples, these remain speculative until confirmed by biological experiments. For other find-
ings, we performed an initial interpretability assessment using GPT-4o, but these outputs still
require expert review and validation to ensure robustness.

We envision several ways in which our resources may support future research. The sim-
ilarity network may help generate hypotheses on disease etiology, comorbidity, or molecular
mimicry. For instance, rare-disease investigators may identify molecular patterns shared with
more prevalent conditions, suggesting avenues for drug repurposing or biomarker development.
Gene- and pathway-level results may also guide validation studies, especially in evaluating the
functional relevance of shared molecular programs. Finally, by providing structured and in-
terpretable outputs from AI-generated analyses, we aim to lower the barrier for translational
researchers to engage with complex transcriptomic datasets.

More broadly, we advocate closer integration of AI systems with biomedical research—not
just automation, but biologically interpretable and clinically useful output. Agentic AI, when
grounded in biological context, can help bridge the gap between large-scale computation and
meaningful biological interpretation.

5. Conclusion

This study introduces a transcriptomics-driven framework for rethinking disease relationships
beyond traditional clinical boundaries. Leveraging the GenoMAS system, we analyzed over
1,300 disease–condition pairs to construct both gene- and pathway-level similarity networks.

Our multi-layered approach reveals both well-established comorbidities and novel cross-
category links, proposing molecular connections across diseases through shared pathways in
metabolism, immune response, and cellular stress. We further show that systemic condi-
tions such as obesity and hypertension modulate transcriptomic similarity, while rare dis-
eases like autism spectrum disorder may benefit from therapeutic hypotheses derived from
better-characterized conditions.

By publicly sharing our results and network resources, we aim to support hypothesis gen-
eration and translational research. More broadly, this work demonstrates how biologically
grounded agentic AI can scale transcriptomic analysis while enabling mechanistic interpreta-
tion across complex disease landscapes.
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27. J. Piñero, J. M. Ramı́rez-Anguita, J. Saüch-Pitarch, F. Ronzano, E. Centeno, F. Sanz and L. I.
Furlong, The disgenet knowledge platform for disease genomics: 2019 update, Nucleic Acids
Research 48, D845 (2020).

28. H. Liu, Y. Li and H. Wang, Genomas: A multi-agent framework for scientific discovery via
code-driven gene expression analysis, arXiv preprint arXiv:2507.21035 (2025).

29. H. Liu, S. Chen, Y. Zhang et al., Genotex: An llm agent benchmark for automated gene expression
data analysis, arXiv preprint arXiv:2406.15341 (2024).

30. K. Sharif, A. M. Tsur, N. Ben-Shabat et al., The risk of osteoporosis in patients with ankylosing
spondylitis—a large retrospective matched cohort study, Medicina Cĺınica 160, 373 (2023).
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49. S. Köhler, L. Carmody, N. Vasilevsky et al., Expansion of the human phenotype ontology (hpo)
knowledge base and resources, Nucleic Acids Research 47, D1018 (2019).

50. U. Raudvere, L. Kolberg, I. Kuzmin et al., g:profiler: A web server for functional enrichment
analysis and conversions of gene lists (2019 update), Nucleic Acids Research 47, W191 (2019).

Pacific Symposium on Biocomputing 2026

814



A random-walk-based learning framework to uncover novel gene candidates for
Alzheimer’s disease therapy

Alena Orlenko∗1, Binglan Li1, Neda Khanjani1, Mythreye Venkatesan1, Li Shen2,3,

Marylyn D. Ritchie2,3,4, Zhiping Paul Wang1, Tayo Obafemi-Ajayi5, Jason H. Moore1

1Department of Computational Biomedicine
Cedars-Sinai Medical Center, Los Angeles, CA, USA

2Division of Informatics, Department of Biostatistics, Epidemiology, and Informatics
3Institute for Biomedical Informatics

4Department of Genetics
Perelman School of Medicine, University of Pennsylvania, Philadelphia, PA, USA

5Engineering Program
Missouri State University, Springfield, Missouri, USA

Identifying repurposable therapeutic targets for Alzheimer’s disease (AD) remains chal-
lenging due to various clinical and biological factors. This study aimed to identify candidate
genes for AD therapy. We hypothesize that gene and disease-specific network properties—
learnable from these large-scale biomedical knowledge graphs—can inform implicit gene-AD
connections and prioritize repurposable AD drug targets. To evaluate the hypothesis, we
focused on druggable genes curated from Drug-Gene Interaction Database and Alzheimer’s
Knowledge Base (AlzKB). We applied scalable random walk methods to Hetionet to learn
unbiased gene and disease embeddings, representative of their topological and semantic
network properties. The embeddings were then used to compute gene-AD similarity and
derive network-based scores for each gene. To validate the scores, using Alzheimer’s Disease
Sequencing Project (ADSP) data, we constructed AD classifier models with Tree-based
pipeline optimizer 2 (TPOT2), an automated machine learning framework. Models were
optimized for performance, model complexity, and high aggregate network-based scores.
Network-based scores successfully prioritized diverse feature sets—many not previously as-
sociated with AD—that are enriched in biologically meaningful body parts such as brain,
and pathways including neuronal signaling, potassium channels, and creatine metabolism.
The results suggested that knowledge graphs and network-informed embeddings can cap-
ture both known and novel insights into AD mechanisms. Additionally, integrating network-
based scores with feature-set-guided TPOT2 offers a scalable and biologically interpretable
framework for AD drug repurposing and discovery.
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1. Introduction

Therapeutic intervention for Alzheimer’s disease (AD) remains a significant challenge, largely
due to pronounced clinical and etiological heterogeneity as well as a limited understanding
of the genetic mechanisms underlying its pathogenesis.1–3 Over 80 genetic loci have been
associated with AD, including well-known risk factors such as common gene polymorphisms
in APOE as well as rare mutations in APP, PSEN1, and PSEN2 .4 Despite advances in AD
genotypic characterization, these variations explain only a limited fraction of the overall disease
risk and offer few actionable insights for therapeutic development.

To address this gap, computational drug discovery methods provide a cost-efficient, sys-
tematic approach to identifying novel therapeutic targets.5,6 These include methods such as
computational molecular docking, pathway or network mapping, retrospective clinical analy-
sis of electronic health records, and genetic associations. In addition, the utility of knowledge
graphs (e.g., Hetionet,7 PrimeKG,8 and AlzKB9) can facilitate the drug discovery process
by providing a framework to systematically integrate structured, relational information (e.g.,
gene–drug interactions) across diverse biomedical entities into disease-specific network con-
texts. For example, prior work identified AD therapy candidates using the AlzKB network
mining of AD genes and their first neighbors, reflecting nonspecific gene-gene interactions.10

Knowledge graphs also enable the inference of indirect relationships among domain-specific
entities, such as predicting latent associations between drugs and diseases. Drug repurposing
is sometimes modeled as a link prediction task in a knowledge graph to infer novel associations
between drugs and diseases.11

The overall aim of this study is to identify novel, biologically relevant gene candidates
for AD therapy by systematically leveraging insights derived from the knowledge graphs by
using network learning models. We hypothesize that network properties learnable from these
large-scale biomedical knowledge graphs can inform implicit gene-AD connections to prioritize
repurposable, druggable gene targets. Note that druggability is based on an evidence-based
interaction score derived from the Drug–Gene Interaction Database (DGIdb).12 DGIdb is a
knowledge repository built from expert curation and text mining of over 40 curated biological
resources, with a specific focus on confirmed and potential drug–gene interactions.

A variety of computational approaches have been developed to exploit the topological
and semantic structures of knowledge graphs for the link prediction task, including graph
neural networks (GNNs),13 random walk-based techniques (e.g., node2vec,14 edge2vec15), and
rotation-based embedding models (e.g., RotatE16). Collectively, these methods are capable of
learning continuous vector representations that capture the complex relational patterns em-
bedded within the knowledge graph. In this study, we applied random-walk-based approaches
on Hetionet to learn gene and disease embeddings that could potentially encode useful topo-
logical and semantic properties. The walk-based approaches are scalable and can preserve
both local connectivity and global network structural features. Given that Hetionet comprises
relational information among heterogeneous biomedical entities beyond AD, extracting gene
and disease embeddings from the network should mitigate biases towards AD and overfit-
ting in downstream analysis. The learned embeddings are subsequently used to compute the
similarity between a druggable gene node and the disease (AD) node. These similarities are
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applied to derive network-based scores for each gene, under the hypothesis that such scores
approximate the likelihood of a gene as an AD drug target by integrating network topology
and biological relevance.

To evaluate the efficacy of network-based learning approaches in uncovering novel drug
targets, we constructed AD predictive models informed by network-derived scores using an
automated machine learning framework, Tree-based Pipeline Optimizer 2 (TPOT2). TPOT2
incorporates both multi-objective optimization and a feature set selector, enabling the model
selection process to be guided by both predictive performance and the relevance of prede-
fined feature groups. By exploring two feature sets derived from pathways and drug–gene
interactions, we identified a pareto front of optimal machine learning pipelines that produced
AD-relevant solutions that were high-performing and minimally complex. Enrichment analysis
of the top-performing models revealed functionally diverse gene sets, highlighting promising
candidates for future investigation.

2. Methods

Hetionet Gene-level Network Scores

AlzKB Feature Sets

Identify Druggable 

Genes

Generate Embeddings 

using Random Walk

Calculate Gene-AD 

Cosine Similarity

Create Drug-Gene and 

Pathway Feature Sets

Compute Feature Set 
Network Scores

Model Interpretation
ADSP Data Curation

Permutation Feature 

Importance

Gene Set Enrichment 

Analysis

Pareto Front
Model Selection

Predict AD Case/Control using 
TPOT2-Feature Set Selector

Multi-objective optimization

(Complexity, Network Score & 

Performance)

Fig. 1. Flowchart of overall study design

2.1. Selection of druggable genes and construction of feature sets

To identify actionable AD therapeutic targets, we restricted our analysis to druggable protein-
coding genes found in AlzKB,9 as detailed in prior work.10 This yielded 3,612 druggable genes
for downstream analysis. We constructed two biologically informed feature sets (drug–gene
interaction and pathway-based) from these genes based on specific edge relationships in AlzKB.

Drug-gene sets, defined as groups of genes associated with a given drug, were obtained
by extracting drug nodes from the AlzKB knowledge graph that are directly connected to
druggable genes, denoting interactions. Each set consists of gene nodes that are linked to a
specific drug node via defined relationships including general interactions (chemicalbindsgene)
and specific mechanisms of drug action (chemicaldecreasesexpression and chemicalincreasese-
pression). Likewise, pathway-based feature sets, defined as groups of genes associated with a
given pathway, are generated by mapping druggable genes to biological pathways from AlzKB
(geneinpathway). These pathway capture functional relationships relevant to clinical applica-
tions, particularly for AD pathology.

Pacific Symposium on Biocomputing 2026

817



2.2. Learning embeddings via random walk on Hetionet

To learn the gene and disease embeddings from Hetionet, we applied two types of random-walk-
based methods: node2vec14 and edge2vec.15 (Note that other types of random walk methods,
such as DREAMwalk,17 are not explored in this work as they require a diverse set of homo-
geneous network datasets, rather than a single heterogeneous knowledge graph.) Node2vec
captures the sequence of nodes that a random walk traverses in the graph, while edge2vec in-
cludes the edge type information as well. The Hetionet network was downloaded as TSV files
from the repository (https://github.com/hetio/hetionet), read into Python as a NetworkX
object, and pruned to include only connected nodes. Node2vec was performed using using the
Node2V ec function from PyTorch Geometric while edge2vec was done based on scripts ob-
tained from the edge2vec GitHub repository (https://github.com/RoyZhengGao/edge2vec).
The extracted walk sequences were input into Word2vec to learn the continuous feature repre-
sentations (embeddings). The hyperparameters used to learn the embeddings were optimized
through grid search, guided by the prediction (XGBoost) performance on established gene–AD
associations. The details of the optimized parameter sets are listed in the supplementary file a

Finally, the similarity between each gene node and the derived AD embeddings was computed
using the cosine similarity metric. These gene-level similarity scores (S(G)) were subsequently
used to derive the feature set network scores.

2.3. Computation of feature set network score

The network scores for each feature set (per drug for the drug-gene sets while per pathway for
the pathway sets) were computed as an aggregate of similarity-based scores for all genes within
the set. There are four variations of network scores based on multiple levels of constraints on
the raw similarity scores derived from the random walk step (see Section 2.2) from both
individual gene and gene set levels. At the individual gene level, we imposed a constraint to
penalize genes for proximity to known AD genes by discretizing S(G) (Sd(G)) into five ordinal
categories using quantile-defined thresholds (<50%, 50−75%, 75−85%, 85−95%, and >95%),
corresponding to the scores −2, −1, 0, +1, and +2, respectively. An AD penalty score, P (G), is
mapped to each gene. P (G) denotes the penalty for a gene (G) being a known AD gene (−2), a
first-degree neighbor of AD gene (−1), or none of the above (+1). Thus S ∗(G) = Sd(G)+P (G).
At the feature set level, we imposed a constraint to exclude AD genes, i.e., all AD genes present
in the feature set are excluded prior to computing the network score as an aggregate of the
remaining genes. This yielded the following four setups for network scores. Let NSi denote
the network score for a feature gene set i (FSi).

• Setup 1 (S1): NSi is simply the average of all the raw similarity scores (S(G)), obtained
from the random walk step, of the genes in set i. NS1

i = avg(S(G)) ∀G ∈ FSi. This served
as the baseline experiment, as no constraints were imposed.

• Setup 2 (S2) adds a biological constraint by introducing penalties for proximity to
known AD genes. NS2

i =
∑

G Sd(G) + P (G) ∀G ∈ FSi.

aSupplementary information: https://github.com/EpistasisLab/ADSP_Network_Score/
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• Setup 3 (S3) excludes AD genes from network score computation. NS3
i = avg(S(G) ∀G ∈

FSi−AD genes, where FSi−AD genes denotes feature set i without the AD genes.
• Setup 4 (S4) assigns the strictest constraint of both AD penalty and excluding AD
genes. NS4

i =
∑

G Sd(G) + P (G) ∀G ∈ FSi−AD genes.

Note that the four types of aggregated network score are computed per feature set (for all
drug-gene and pathway sets) per random walk type (node2vec vs. edge2vec).

2.4. Multi-objective optimization with feature sets selector

To assess the efficacy of using network scores with the gene feature sets, we construct AD
case/control prediction models using TPOT2 with the feature selector set (FSS) module.18,19

We configured the FSS using our predefined gene (drug-gene vs. pathway) feature sets (see Sec-
tion 2.1). TPOT2 uses multi-objective optimization via the NSGA-II evolutionary algorithm20

to balance performance (AUC) and model complexity (i.e., number of learned parameters).
This generates a Pareto front, a set of solutions that are non-dominated by each other. We
employed a custom objective function designed to jointly optimize three criteria: maximiz-
ing predictive performance, maximizing the feature set network score, and minimizing the
complexity score b. This approach ensures that the selected solutions are simple, biologically
relevant, and exhibit optimal model performance.

Optimal solutions were selected from the Pareto front set of solutions by applying me-
dian thresholds to each objective function component. Specifically, a solution was required
to exceed the median AUC test set and median network score while remaining below the
median model complexity. If no solution satisfied all three criteria, the first two thresholds
(AUC and network score) were applied, and the solution with the lowest complexity among
the remaining candidates was selected. Each selected solution was subsequently analyzed us-
ing permutation feature importance, knowledge graph-based network analysis, and functional
gene set enrichment analysis.

2.5. Model interpretation

We examined the biological entities in the AlzKB that are associated with genes within a spe-
cific drug-gene or pathway set. For each gene in a given feature set, we retrieved the connected
AlzKB entities, including body parts (anatomical structures) and biological pathways.

Enrichment analyses are also conducted on each drug or pathway set using hypergeometric
tests to evaluate the over-representation of particular biological entities and context. For each
biological entity (body parts or pathways), p-values from hypergeometric tests were corrected
for multiple testing using the Benjamini-Hochberg method.

2.6. AD data sample and curation

This study utilized genetic data obtained from the Alzheimer’s Disease Sequencing Project
(ADSP), R4 v11 2023 release.21 Data preprocessing and population stratification adjustments

bSupplementary information: https://github.com/EpistasisLab/ADSP_Network_Score/
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followed the methodology in Orlenko et al.10 Quality control was performed to exclude du-
plicate samples, singletons, rare variants, low-call-rate variants (missing at >1%), and poorly
genotyped samples (missing at >5%). Only common variants (MAF >1%) were selected, re-
sulting in 9,520,653 variants and 34,971 samples.

A novel propensity score matching (PSM) method was used to correct for population
stratification in the ADSP dataset.10 Principal component analysis (PCA) was performed on
a subset of independent loci (MAF > 2%, Hardy-Weinberg equilibrium p > 1e-7, linkage dis-
equilibrium R² < 0.1) to derive eight principal components. To balance Alzheimer’s disease
cases and controls, PSM was applied using logistic regression and k-nearest neighbor algo-
rithms, resulting in a matched dataset of 22,560 samples. A quarter of the matched dataset
was reserved for GWAS to generate gene-level risk scores (GRS). The remainder was evenly
divided into training, validation, and test sets (5,640 samples each) using a multi-objective
optimization method that preserved both case–control matching and the distribution of 30
significant SNPs identified from the Lancet 2023 review study4 and additional filtering.

To compute GRS, GWAS was performed on the held-out subset using the SAIGE pack-
age,22 which corrects for relatedness and imbalanced case-control ratios. Post-GWAS filtering
involved clumping via PLINK223 with settings (--clump p1=1e-4, p2=1, r2=0.1), retaining
only SNPs that met the threshold of p ≤ 0.05. The GWAS variants were annotated using
the Variant Effect Predictor),24 and those located in the gene region or within 500 kilobases
upstream were mapped to corresponding genes. Gene-level risk scores were computed using
the PLINK2 --score function by multiplying individual genotype (0, 1, or 2) with GWAS-
derived beta coefficients for each variant. These weighted values were summed per gene and
normalized by the number of variants in the gene to account for gene size differences.

3. Results and Analysis

3.1. Hetionet learned similarity scores

Fig. 2. Distribution of Hetionet gene
similarity scores: edge2vec vs. node2vec.

The distributions of the cosine similarities be-
tween the AD disease node and the druggable gene
nodes differed substantially between edge2vec and
node2vec (Fig. 2). Node2vec produced a unimodal
cosine similarity distribution centered around 0.08,
with values ranging from –0.24 to 0.36. In contrast,
edge2vec yielded a left-shifted distribution with a
higher median value of 0.56 and a range from 0.10
to 0.81. These results suggest that the two embed-
ding methods capture distinct aspects of the net-
work structure relative to AD node proximity.

3.2. Multi-objective optimization with
feature set selector identifies biologically informed AD predictive models

The druggable gene space yielded 2,169 drug–gene feature sets and 4,233 pathway sets. The
distribution of drug-gene set sizes was highly skewed, with a small number of drugs associated
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with large gene sets and most drugs linked to fewer than 10 genes (Fig.3(a)) The largest set,
corresponding to drug DB01254 (Dasatinib), comprised 243 genes, while the median set size
was 7 genes. Pathway gene sets displayed a broader range with a median size of 9 genes and
the largest set, Signal Transduction, containing 878 genes. The distribution was also skewed,
indicating a prevalence of smaller pathways (Fig.3(b)).

(a) Drug-gene set (b) Pathway sets

Fig. 3. Distribution of the gene feature sets’ size

The distribution of the Pareto front solutions produced by TPOT2 with FSS varied greatly
across all experiments (Fig.4, Table 1). The drug-gene feature set analysis based on node2vec
yielded the largest number of Pareto front solutions. Its S2 experimental setup produced 98
models and 46 unique feature sets, while S3 had 97 with 54 distinct feature sets (Table 1).
For edge2vec, the drug-gene feature set analysis produced fewer solutions and less unique
feature sets: 55/30 (S1), 68/26 (S2), 56/39 (S3), and 43/26 (S4), but still substantially more
solutions than pathway feature set analyses based on either walk methods, suggesting that
biological constraints shaping drug-gene feature sets provide more flexibility in exploration
of the tradeoffs among the three objectives. Drug-gene feature set analyses based on either
node2vec or edge2vec prioritized feature sets containing a greater number of genes compared to
pathway analyses. Notably, drug-gene feature set based on node2vec led to the best-performing
models, specifically S1 (64.2%), S2 (63.9%), S3 (64.9%), and S4 (64.2%).

Pathway feature set analyses produced less complex models, likely due to smaller feature
set sizes, while maintaining performance comparable to the more complex solutions. Specif-
ically, in edge2vec S2 and node2vec S1 experiments, we observed the least complex median
models. Network scores associated with Pareto front solutions from edge2vec-based pathway
set analyses were notably higher than those from the corresponding drug-gene feature set
setups (S2, S3, and S4); however, this trend was not observed in the node2vec experiments.
Note that network scores are only directly comparable between S1 and S3, and between S2
and S4, due to differences in score computation methods across setups (see Section 2.3).
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Table 1. Summary of Pareto front models for different walk methods (edge2vec and node2vec) on
drug-gene and pathway feature sets across four experimental setups of network scores calculations.

Setup # models
# unique feature
sets [range size]

Complexity
Network
score

Test
ROC AUC (%)

Walk method: edge2vec - Drug-gene feature set analysis

S1 55 30 [1, 221] 2.7 [1.1, 13.4] 0.6 [0.4, 0.7] 60.4 [49.7, 63.7]
S2 68 26 [1, 172] 2.7 [1.1, 13.6] -0.3 [-2.5, 3.0] 60.8 [49.9, 64.0]
S3 56 39 [1, 198] 2.4 [1.1, 13.6] 0.6 [0.4, 0.7] 59.9 [49.9, 62.8]
S4 43 26 [1, 166] 2.6 [1.1, 12.5] -0.1 [-2.7, 3.0] 60.5 [49.6, 63.7]

Walk method: node2vec - Drug-gene feature set analysis

S1 95 43 [1, 180] 2.1 [1.1, 13.9] 0.2 [0.1, 0.4] 59.9 [48.7, 64.2]
S2 98 46 [1,174] 2.4 [1.1,13.6] -0.4 [-1.7,3.0] 60.5 [50.9,63.9]
S3 97 54 [1, 217] 2.2 [1.1, 14.2] 0.1 [0.1, 0.4] 60.1 [50.8, 64.9]
S4 96 52 [1, 217] 2.2 [1.1, 14.3] 0.0 [-3.0, 3.0] 59.9 [50.5, 63.8]

Walk method: edge2vec - Pathway feature set analysis

S1 40 22 [1, 21] 1.6 [1.1, 14.2] 0.6 [0.5, 0.7] 59.6 [50.9, 62.6]
S2 16 10 [2, 26] 1.4 [1.1, 5.2] 2.0 [-3.0, 3.0] 58.9 [51.2, 62.4]
S3 23 21 [1, 21] 1.4 [1.1, 13.2] 0.7 [0.6, 0.7] 57.9 [50.7, 62.0]
S4 20 12 [1, 10] 1.7 [1.1, 10.5] 1.6 [-2.7, 3.0] 60.5 [51.2, 62.3]

Walk method: node2vec - Pathway feature set analysis

S1 28 14 [1, 14] 1.7 [1.1, 8.4] 0.2 [0.1, 0.4] 59.6 [50.9, 62.4]]
S2 35 15 [1, 21] 1.6 [1.1, 13.3] -0.9 [-1.6, 2.0] 61.4 [50.7, 62.6]
S3 36 26 [1, 31] 1.9 [1.1, 13.2] 0.1 [0.1, 0.4] 60.0 [50.6, 62.0]
S4 43 25 [1, 28] 1.6 [1.1, 13.4] 0.0 [-1.3, 3.0] 59.2 [50.6, 61.8]

3.2.1. Drug-gene and pathway feature sets optimal solutions

For each experimental setup, no solutions satisfied all three criteria. Hence, we selected so-
lutions that exceeded the median thresholds for both performance and network scores. The
results of permutation feature importance (PFI) analysis on the selected solutions are pre-
sented in Fig.5. For the drug-gene feature sets results (Fig.5(a)), specifically for edge2vec,
the optimal solution converged on the same drug–gene set for 3 of the 4 experimental se-
tups: DB06637 (Dalfampridine). Dalfampridine is a potassium channel blocker consisting of
40 genes predominantly voltage-gated potassium channel genes (KCN ) and one solute carrier
transporter (SLC22A2 ) (Fig.5(a)). All three models reported an AUC of 61% but displayed
variability in the PFI rankings as well as a small mean decrease in accuracy. This implies
that, while no gene had a strong main effect, there could exist some interactions among the
genes. For the S3 experiment, the optimal solution was the DB00128 (Aspartic acid) feature
set. This drug is a non-essential amino acid commonly used in amino acid supplementation
therapies. The feature set included 8 genes with diverse functional affiliations. The DB00128
model had an AUC of 61%, but its PFI analysis did not reveal any strong contributions from
individual genes.
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(a) Drug-gene feature set
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(b) Pathway feature set

Fig. 4. TPOT2 Pareto front solutions for drug-gene and pathway feature sets experiments

For node2vec, all four experimental setups identified an optimal solution. The best mod-
els were DB00832 (Phensuximide), DB00368 (Norepinephrine), DB00578 (Carbenicillin), and
DB00964 (Apraclonidine) for S1, S2, S3, and S4, respectively. Their predictive performances
were comparable. The drug-gene feature set sizes ranged from 6 to 22, with diverse func-
tionality. The drugs also varied in their known functions. Phensuximide is an anticonvulsant
medication used to treat absence seizures. Norepinephrine is a blood pressure medication,
while Carbenicillin is an antibiotic drug. Apraclonidine is an adrenergic agonist used to treat
raised intraocular pressure.

For edge2vec-based pathway feature sets (Fig. 5(b)), both S1 and S2 (top row) identi-
fied models with the Creatine Metabolism pathway as the optimal solution (AUC of 62%).
This pathway consisted of three druggable genes: CKM (Creatine Kinase, Muscle), GATM
(Glycine Amidinotransferase), and SLC6A12 (Solute Carrier Family 6 Member). Notably,
CKM exhibited a strong main effect in both models, with PFI coefficients of 0.09 and 0.12
mean decrease in AUC, respectively. In experiment S3, the Glycosaminoglycan Biosynthe-
sis pathway was identified as the optimal solution (AUC=59%). This pathway has only one
druggable gene, XYLT2. Best solution for S4 was Creatine-Phosphate Biosynthesis pathway
(AUC=62%) and only included CKM gene (which was also key for S1 and S2 models).
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